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As social media platforms increasingly promote the use of user-enacted moderation tools (e.g., reporting,
blocking, content filters) to address online harms, it becomes crucial that these controls be accessible to
everyone. We evaluate the accessibility of moderation tools on two mainstream platforms – Facebook and X
– through interviews and task-based walkthroughs with 15 individuals with vision impairments. Adapting
insights from public administration scholarship, we introduce the lens of Administrative Burden of safety work
and foreground three interleaved costs that users with vision loss incur while interacting with moderation tools:
learning costs (understanding what controls do and where they live), compliance costs (executing multi-step
procedures under screen reader and low-vision conditions), and psychological costs (experiencing uncertainty,
stress, and diminished agency). Our analysis bridges the fields of content moderation and accessibility in HCI
research and contributes (1) a cross-platform catalog of accessibility and usability breakdowns affecting safety
tools; and (2) design recommendations for reducing this burden.
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1 Introduction
Online safety is a growing problem, encompassing challenges of persistent harassment and hate,
fast-spreading misinformation, technology-facilitated privacy and sexual harms, and deepfake-
driven impersonation [13, 25, 39, 72, 93, 94, 99]. For marginalized populations, especially, online
safety is an increasingly concerning topic [18, 34, 37, 61]. For instance, prior research on people
with visual impairments has documented the online safety problems they encounter when using
social media, including targeted attacks by trolls and harassment; these problems are exacerbated
by accessibility barriers and inadequate response from platform management [40, 54, 57, 58].

Social media platforms rely upon content moderation infrastructures for online safety. Tradition-
ally, platforms used third-party [69] and volunteer moderators [60, 62, 102] as well as automated
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tools [11, 45, 51] to perform “safety work,” defined in this study as the various types of labor
involved in limiting the reach and presence of harmful content online through the deployment of
content moderation tools. Recently, however, platforms are increasingly delegating safety work
to end users themselves through user-enacted moderation tools such as reporting, blocking, and
content filtering [15, 27, 46, 48]. For example, recent announcements by Meta1 signal greater
dependence on user-submitted reports, leaving automated systems to prioritize only illegal or
highest-severity content. This is a trend across Silicon Valley, which coincides with the U.S. political
shift toward strongly neoliberal orientations: without pressure to stringently moderate speech
on their platforms, Big Tech is outsourcing safety work to users rather than contending with the
financial burden and regulatory messiness of more sophisticated oversight. Arguably, through
deploying U.S.-centric rhetorics of freedom of speech, platforms are claiming that these changes
mark a democratic celebration of freedom of expression while actually diminishing the quality and
safety of content on their sites [17].
Given these trends, it is vital to advocate for keeping platforms accountable for maintaining

minimal site-wide safety standards. Beyond that, it is also crucial that user-enacted moderation tools,
which the platforms themselves are pushing for, are usable and accessible to all users. However,
prior work in Human–Computer Interaction (HCI) shows that adopting these tools is often costly:
users must invest time, cognitive effort, and careful social reasoning to control, configure, and
deploy them effectively [15, 47, 48]. For users with visual impairment, this problem can be more
serious. A substantial body of HCI and accessibility research shows that even basic, single-step
interactions on mainstream social media—discovering menus, interpreting icon-only buttons, and
reading posts—can be inconsistent or difficult to perform non-visually [50, 63, 70]. Against this
backdrop, we are concerned that inaccessible moderation controls could undermine user safety,
impose disproportionate interaction burdens [6], and deny people with vision-related disabilities
the agency that the use of these tools promises.

Driven by this concern, we examine the accessibility of user-enacted moderation tools through
in-depth, task-based interviews with 15 social media users with visual impairments on Facebook and
X (formerly Twitter). The primary goal is to recognize accessibility barriers through a qualitative
approach, so we prioritize discovering accessibility problems rather than assessing or comparing
task completion time across participants. To ensure participant privacy and avoid affecting their
real-life social media usage, we set up a standardized and realistic environment on Facebook and X,
where we provided examples of harmful content using dummy or private accounts. Leveraging
these example posts, we asked participants to complete the following tasks: report a hateful post,
report a dummy spam group/community, block a user, change post visibility settings, unblock
the previously blocked user, and adjust sensitivity settings. Rather than just asking whether these
controls are perceivable or usable, we center operational accessibility: whether users with blindness
or low vision (BLV) can complete safety actions end-to-end.
Our analysis shows how current designs obscure or complicate essential controls across the

entire workflow: locating an entry point, navigating multi-step pages with inconsistent layouts,
understanding the consequences of actions, and verifying outcomes that are often hidden. We frame
these breakdowns using the lens of Administrative Burden —a public administration frame [64]
which allows us to distinguish learning, compliance, and psychological costs—to articulate how
small frictions at any stage compound and propagate, making later steps harder and eroding user
confidence.

1Changes in policy enforcement to now rely more on user reports: https://about.fb.com/news/2025/01/meta-more-speech-
fewer-mistakes/
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This paper extends HCI literature at the intersection of accessibility, online safety, and platform
governance. While prior work has examined how blind users experience platform moderation [54]
and the accessibility of misinformation warnings [75], little has been done to comprehensively
examine users with vision impairments’ use of user-enacted moderation tools at the interaction
level. We address this gap by providing a detailed evaluation of how users with blindness and
low vision navigate multi-step moderation workflows from initial discovery through outcome
verification. Our task-based methodology centers on operational accessibility—whether users can
complete safety actions end-to-end. We frame our findings using the concept of Administrative
Burden, which provides a precise vocabulary—learning, compliance, and psychological costs—for
articulating how small frictions at each workflow stage compound and propagate, ultimately
eroding user confidence and safety. Grounded in these findings, we offer design recommendations
to make moderation controls more equitable and navigable.

2 Related Work
We first provide an overview of content moderation research on social media platforms, highlighting
especially the work on user-enacted moderation tools and an assumed “sighted default” in their
design (Section 2.1). We then survey digital accessibility work, cataloging the barriers that users
who are blind or have low-vision face in routine social media tasks (Section 2.2). Synthesizing these
strands reveals an under-examined problem—the inaccessibility of safety tools for users with visual
disabilities—that our study directly tackles.

2.1 Overview of User-Enacted Content Moderation on Social Media
Social media platforms bear the key responsibility of shaping online safety by defining and enforcing
community standards of appropriate conduct [38, 68]. In enforcing these standards, they identify
and regulate a wide array of problematic content, from illicit material and coordinated harmful
behavior to hate speech, misinformation, and interpersonal harassment [73]. Platform regulation
is critical given that such norm violations can profoundly deteriorate user well-being, public
discourse, and the very integrity of these digital environments [28, 65]. Most efforts to address
these issues have relied on centralized, platform-driven interventions. These typically involve a
dynamic interplay between increasingly sophisticated automated detection systems designed to
flag inappropriate content at scale and vast teams of professional human moderators tasked with
adjudicating policy violations, especially those that are too nuanced or unclear to be judged by
automated systems [28, 69]. While this mixed initiative approach is necessary to handle the large
volume of content, it presents problems such as the potential for algorithmic bias and the significant,
well-documented psychological burden placed upon human reviewers who are incessantly exposed
to distressing material [60, 69, 82].

Recognizing the limitations of purely centralized models, platforms are increasingly delegating
the responsibility of safety work to end-users. This includes community-led moderation (e.g., by
end-users who serve as volunteer moderators on Reddit or in Facebook Groups) [60, 74] and,
more pervasively, the provision of individualized user-driven moderation tools [48]. Features like
blocking, muting, and reporting content are now standard across platforms, aiming to empower
individuals to tailor their experiences and flag harmful content for platform review [15, 28, 47].
Scholarly inquiry into user-enacted moderation has explored a variety of dimensions from the
perspective of the general user base, including the motivations behind using these tools (i.e., why
users block [47] or report [106] others), the perceived fairness and effectiveness of reporting
systems [76], and user preferences regarding the use of personalized content filters versus broader
platform-level interventions to address norm violations [48].
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Most closely related to our work, Heung et al. [41] have explored how configurable AI-assisted
filters can protect users with disability from ableist hate, highlighting the need for granular, user-
controlled safety mechanisms. As platforms delegate more safety work to users, the value of such
control is determined by whether the people they are meant to protect can reasonably exercise it.
Our study examines this question through experiences of users with BLV finding and using existing
moderation tools, and attending to the difficulties involved across completing various safety tasks.
This connects the promise of user-enacted moderation to the accessibility of everyday social-media
interfaces, which we discuss next.

2.2 Accessibility in Social Media: Persistent Barriers for Users with Visual Disabilities
Social media platforms like Facebook and X are integral to contemporary life for many, including
those with vision-related disabilities [30, 32, 53]. These users were early adopters, benefiting from
the platforms’ initial text-based nature [95, 103], and continue to engage heavily with them [29].
Yet widespread accessibility barriers persist—not by accident, but due to systemic neglect of core
user-centered design principles [67, 101]. The Web Content Accessibility Guidelines (WCAG) are a
WorldWideWeb Consortium standard for making web content accessible to people with disabilities,
specifying testable requirements organized under four principles: Perceivable, Operable, Under-
standable, and Robust (POUR) [1]. Failures to meet these requirements, such as insufficient contrast
or missing text alternatives, can create accessibility barriers for users with visual impairments.

Themost fundamental barriers to accessibility on social media usually undermine the “Perceivable”
and “Operable” principles ofWCAG. Visual content such as images andmemes often lack appropriate
alternative text, rendering them incomprehensible to screen readers [31]. Automated captioning
systems exist, but their accuracy and context awareness remain limited, so they have not fully
solved this problem [81]. Critically, interactive elements like buttons and menus often lack proper
semantic labels. This forces screen reader users into laborious trial-and-error navigation for basic
tasks [63], as they often cannot perceive the function of a control or operate the interface effectively.
Users with low-vision face a different, yet equally challenging, set of barriers. While they may

use aids like virtual screen magnifiers, interfaces are often not “Robust” enough to handle them
gracefully. Magnification can disrupt page layouts, requiring tedious panning that obscures page
context and violates basic usability tenets [84, 85]. Further, when accessibility-based gestures
conflict with app-based gestures or become confusing to track, it makes routine actions cognitively
taxing and error-prone [3].
These persistent accessibility gaps in everyday social media use suggest a grim prognosis for

the usability of a broader range of tools. When basic tasks like reading a feed, following links, and
manipulating buttons remain difficult for users with vision loss [55, 56], it is reasonable to expect
that more complex, multi-step features such as reporting flows or other trust-and-safety tools will
be even less accommodating. Independent accessibility audits support this concern: investigators
have documented unlabeled controls and other flaws that make moderation workflows effectively
unusable with screen readers [88].While such audits begin to offer valuable initial insights into these
challenges, they were brief spot-checks. As such, they stopped at listing missing labels—without
tracking participants across multi-screen reporting process, measuring task-completion drop-offs,
or examining other subtler obstacles that users with vision impairment could face. Broader analyses
of accessibility research trends suggest that nuanced investigations into complex, safety-critical
workflows like content moderation for users with vision-related disabilities are still relatively scarce
compared to studies on more foundational interaction or consumption tasks [43].

This recurring pattern of inaccessibility in safety-critical tools extends beyond isolated usability
flaws; it reflects a systemic failure to apply principles of design justice and critical disability
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studies [14, 80, 83]. This oversight effectively violates the disability rights imperative of “Nothing
About Us Without Us” [12]. When safety tools are not designed inclusively, users with vision-
related disabilities are forced to perform significant “invisible adaptation work” just to achieve
basic safety [6], a burden likely intensified for those who may already face disproportionate online
harm [40, 42].

Emerging studies are beginning to highlight the tangible, severe consequences of this accessibility
gap in safety-critical contexts. Lyu et al. [54] found that TikTok users who had blindness struggled
to report harassment due to inaccessible interface elements, and some ended up getting unfairly
sanctioned as a result. Similarly, Sharevski and Zeidieh [75] revealed that misinformation warnings
on YouTube, Facebook, and TikTok were effectively invisible to users with visual impairments,
leaving them unprotected from harmful content. These studies demonstrate that accessibility
failures in moderation tools compound vulnerabilities—users cannot protect themselves and may
face punitive consequences for their attempts.
Prior research has extensively documented the adaptation work disabled users perform when

navigating inaccessible systems, including workarounds [6], emotional labor [16], ongoing accom-
modations [77, 98], and infrastructuring work to build independence in hostile digital environ-
ments [56]. These frameworks powerfully articulate the existence, scale, and inequity of extra work
disabled users perform. However, they were not designed to analyze the temporal and procedural
dynamics of multi-step workflows that require users to navigate platform policies—such as select-
ing violation categories when reporting harassment or configuring privacy controls. These are
not simple one-click actions; they are structured procedures where users must interpret policy
categories, make choices across multiple screens, and often receive little feedback about outcomes.
Our study complements this literature by adopting the administrative burden framework from

public administration [64], which examines people’s experiences of navigating bureaucratic proce-
dures. This framework distinguishes learning costs—discovering programs, understanding eligibility
and benefits, and learning how to obtain and maintain access; compliance costs—the time and effort
required for forms, documentation, waiting, and travel; and psychological costs—stress, frustration,
stigma, and loss of autonomy that accompany these encounters. Researchers have used this frame-
work to examine how institutional procedures and technologies shape access to support. Yates et al.
[105] showed how administrative burdens hindered women’s access to sufficient support through
Australia’s National Disability Insurance Scheme. In LLM-assisted access to public benefits, Jo et al.
[49] identified potential reductions in existing burdens alongside new costs of learning to interact
with the system, verifying its advice, and concerns about losing human advocacy. We adapt this
typology to platform-administered safety workflows, treating interactions with protection controls
as service encounters. This framework is well-suited for analyzing platform safety tools because
content moderation workflows function as governance systems where users interact with platform
policies through structured, multi-step procedures. The framework therefore helps us locate where
interface design creates or relieves burdens for non-visual interaction and trace how these costs
accumulate and cascade across procedural steps (Section 4).
Applying this lens, we examine how users with vision impairments experience user-enacted

moderation tools on Facebook and X, documenting the accessibility barriers they encounter and the
administrative costs these barriers impose. This investigation is guided by the following research
questions:

(1) RQ1: How do users with blindness and low-vision currently perceive, navigate, and attempt
to utilize common user-enacted moderation tools (e.g., reporting, blocking, content filtering)
available on mainstream social media platforms?
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(2) RQ2: What specific usability and accessibility barriers do users with vision impairment
encounter when engaging with these moderation interfaces, and how do these barriers
impact their ability to manage their safety and online experience effectively?

(3) RQ3: What design improvements and systemic changes are needed to create genuinely
accessible and equitable user-enacted moderation tools for people with visual impairments?

3 Methods
3.1 Study Participants and Protocol
This study employed a qualitative methodology to investigate the experiences of individuals with
blindness or low-vision with user-enacted content moderation tools. We studied tools on two major
social media platforms: Facebook and X. These platforms are among the most widely used by
people with visual impairments [5, 29]. Their history of accessibility research [32, 104] and earlier
investment in dedicated accessibility teams [23, 90] also motivated us to examine the accessibility of
user-enacted moderation tools on these platforms. Our approach centered on observing participants
as they performed a series of representative moderation, privacy, and safety-related tasks on their
own mobile devices. Ethical approval for all study procedures was obtained from the Institutional
Review Boards (IRB) at our universities.2

We recruited fifteen participants from a US state3 who were 18+ years old, identified as having
BLV, were regular Facebook or X users, were proficient with assistive technology, and were fluent
in English. Recruitment proved challenging though ultimately successful; after unproductive online
advertising and unsuccessful outreach to local organizations and universities, participants were
sourced through a community mailing list and subsequent word-of-mouth referrals.

Data collection occurred between November 2024 and April 2025, with the majority of interviews
(13 out of 15) conducted between February and April 2025. To enhance ecological validity and
participant comfort, all study sessions were conducted in person and at locations chosen by the
participants, which included their homes, local libraries, or quiet coffee shops. Each participant used
their own smartphones,4 their preferred screen reader software (all 15 participants in this cohort
used VoiceOver on iOS), and their preferred social media platform (six used X, the rest opted for
Facebook). This ensured that interactions took place within a familiar technological setup. Sessions
were comprehensive, lasting between 2 hours and 5 minutes and 3 hours and 15 minutes (median
duration: approximately 2 hours and 15 minutes), allowing sufficient time for rapport-building,
task completion, and a debriefing at the end. Participants were encouraged to take adequate breaks
in between tasks and were compensated with a $50 Amazon gift card for their time, provided at
the conclusion of each session irrespective of task completion. We also helped them load the gift
card onto their accounts.

A detailed summary of participant demographics, including pseudonyms, age, social media plat-
form used during the study, self-reported visual condition, and years of experience with VoiceOver
and the respective platform, is provided in Table 1. The cohort ranged in age from 21 to 81, with most
having extensive experience (median of approximately a decade) using screen readers and mobile
technology. Thirteen participants reported having complete blindness or having only minimal light
perception, while the remaining two had severe low vision. It is crucial to underscore, however,
that the lived realities of these individuals are far more nuanced than a table can fully capture.
Participants experienced vision loss at different stages of life—some were blind since birth, others

2We will disclose the university name after the peer review process completes.
3We will disclose the location after the peer review process completes.
4All participants owned an iPhone and used it as their primary device for performing moderation tasks during the interview.
They were given the option to use any digital device they were comfortable with.
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Table 1. Participant Demographics and Media Usage Background

Pseudonym Age Platform Condition VoiceOver (yrs) Platform (yrs)

Shreya 21 X High myopia + retinal issues 5 13
Kiara 25 X Leber Congenital Amaurosis 12 12
Samuel 26 Facebook Retinal detachment (lights only) 10+ 14
Jamila 30 Facebook Congenital glaucoma (light only) 14 15
Maya 35 X Pseudotumor Cerebri (light only) 6 13
Adriana 36 Facebook Retinitis Pigmentosa (RP) (legally blind) 15 16
Jessica 36 Facebook Congenital glaucoma (total blind) 11 13
Grant 38 X Glaucoma + Aniridia (light only) 9 5
Mateo 45 X Glaucoma (light perception in one eye) 4.5 14
Cristian 51 X Glaucoma (totally blind since 17) 13 6
Frank 57 Facebook RP + Stargardt (light only) 6 15
Nicole 62 Facebook RP (legally blind, tunnel vision) <1 15
Laverne 63 Facebook Glaucoma + Failed Corneal Transplant 12 1
Vasu 66 Facebook Glaucoma (total blind) 15 13
Patricia 81 Facebook Optic Neuritis, RP (total blind) 13 15

experienced significant vision loss later in life (e.g., after age 60), and some were in the ongoing
process of losing their sight. Consequently, their journeys with technology varied: some learned to
use social media for the first time after vision loss, while others had to relearn interaction paradigms
using a screen reader after years of sighted use.

3.2 Task Design and Administration
To investigate how users with visual disabilities engage with content-moderation controls—and the
barriers they may encounter—we designed a sequence of six tasks based on the content-moderation
mechanisms available on Facebook and X (discussed in Section 2.1). These tasks were grounded in
platform governance research on user-enacted moderation. Grimmelmann’s taxonomy of online
moderation identifies exclusion (removing users or content from one’s experience) as a fundamental
moderation verb that platforms delegate to users through tools such as blocking, muting, and
filtering [33]. Crawford and Gillespie argue that reporting tools operate as a “practical and symbolic
linchpin” in platform governance, even as their operation remains poorly understood from users’
perspectives [15]. Jhaver et al. further document how blocking tools and blocklists function as
harassment-prevention mechanisms, yet often fail to provide adequate protection in practice [47].
Building on this literature and the set of controls present on both platforms, our six tasks span
three primary categories of user-enacted moderation: reporting (flagging content or accounts for
platform review), interpersonal exclusion (blocking and unblocking), and content filtering (adjusting
visibility and sensitivity preferences). The task sequence progressed from basic content interaction
and reporting to more targeted safety, privacy, and preference-setting actions, reflecting common
user-directed moderation workflows.
For each task, we evaluated accessibility against established interaction-design principles that

have been widely applied in accessibility research [52, 70]. Specifically, we assessed discoverability
(can users locate the feature’s entry point?), navigability (can users complete the multi-step work-
flow?), feedback (does the interface communicate progress and outcomes?), consistency (do similar
features behave similarly across contexts?), user control (can users customize their experience?),
and reversibility (can users undo actions?) [66, 67, 78]. These principles align with WCAG success
criteria related to operability and understandability [1, 96].
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3.2.1. Task Environment and Stimuli
To ensure a standardized yet realistic context for task performance while prioritizing participant
privacy and avoiding unintended consequences for their personal social media accounts, all tasks
were conducted using controlled account environments.

For interactions on X, two study-specific dummy accounts were created by the research team:
‘Jenny Chang’ and ‘Marcus Chang’.5 The ‘Marcus Chang’ account was used to post simulated
problematic content directed at ‘Jenny Chang’s’ profile by tagging the latter’s username. No content
was drawn from real posts or real accounts. To avoid exposing participants to distressing stimuli,
this content often included placeholders rather than displaying actually offensive material. Further,
we arrived at the decision to include placeholder text because what “counts” as hateful or offensive
varies from person to person. We reasoned that placeholder text would elicit a less constrained
approach to the moderation task across participants, without introducing confusion on what type of
content qualifies as hateful or offensive. We asked participants to read each placeholder as standing
for whatever comment they themselves would find hateful.
Each post paired a plainly worded message with a placeholder naming the harm it stood for,

so that the context made the attack legible while the offensive material itself was withheld. For
example, in Figure 1, “Hey [name], are you still wearing that rag? [This message contains a targeted
attack on your clothing style]”, and on X (Figure 5) “You are annoying [personal attacks, slurs here],
keep to yourself”. We provide more examples in the Appendix (Figure 7).
During these sessions, we helped participants login into the dummy account of ‘Jenny Chang’,

and instructed them: “Imagine you are Jenny Chang, and you’ve encountered these posts from
Marcus Chang on your profile. If you were in her shoes, how would you proceed doing x (the tasks
to follow)?” We followed an equivalent procedure on Facebook.6 We then explicitly specified the
action to take, such as reporting the post or blocking its author, without divulging how to do so.
Our goal was to study the end-to-end operability of these security tools. We provided assistance if
a participant gave up, explicitly requested help, or could not complete the task within 15 minutes.
We provide the complete interview protocol in the Appendix.

3.2.2. Moderation Tasks and Rationale
We asked participants to complete the following tasks:

(1) Report a Hateful Post: Participants encountered a simulated post containing hostile or
discriminatory content and identified the platform’s flagging tool in order to report the post.
We designed this task to assess the initial discoverability [67] and navigability of flagging
procedures through different context menus until they completed the task.

(2) Report a Dummy Spam Group/Community: We asked participants to navigate to a
pre-created, inactive fake group (Facebook) or community (X) and report it for spam. This
task broadened the scope from individual posts to a group, enabling us to evaluate different
reporting contexts for consistency [78].

(3) Block a User: We instructed participants to block the account that was posting problematic
content. This simulation provided a direct response to harassment and allowed us to evaluate
the process of enacting interpersonal restrictions, a key aspect of user control and freedom [66].

5These pseudonyms were randomly generated and do not represent real individuals; realistic-sounding names were chosen
to ensure we weren’t blocked from the platform.
6Facebook’s strict scrutiny of fake accounts prevented creation of dummy profiles, so we used the first author’s rarely used
personal account (with a limited social graph) as the recipient and a collaborator’s low-activity account as the sender. The
collaborator posted placeholder content that tagged the author; visibility of the posted messages was restricted to just the
two accounts, mirroring the X setup while safeguarding participant privacy.
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(4) Change Post Visibility Settings:We asked participants to modify the audience of a sample
post (i.e., from public to friends-only). This task explored participants’ ability to manage
content privacy, reflecting user control over their own information dissemination.

(5) Unblock the Same User: After completing the account-blocking task, we asked participants
at a later stage to locate and reverse the blocking action. This tested the reversibility of
actions [67] and ease of redressal, crucial for managing dynamic social boundaries.

(6) Adjust Sensitivity Settings: Both Facebook and X offer content filtering (e.g., for political
or sensitive content); we asked participants to locate and modify these preferences to see
‘less’ of this content (from the previously set ‘default’ level). This task allowed us to examine
the accessibility of controls related to personalized content experiences and proactive filtering.

3.2.3. Think-Aloud Protocol and Data Capture
Throughout the task-based portion of the session, we employed a combination of concurrent and
retrospective think-aloud protocols [71]. Participants were encouraged to verbalize their thoughts,
actions, and expectations as they interacted with the interfaces. We accounted for expert screen-
reader users’ tendency to listen at very high speech rates and to process information rapidly. This
intense focus can sometimes lead to participants forgetting to verbalize their thought processes
concurrently. Therefore, to ensure rich data capture, interviewers provided gentle, periodic nudges
such as “What is VoiceOver saying now?” or “What are you trying to do on this screen?” to
encourage continuous narration, especially during extended silences.
Following each task, or at points of significant struggle, we asked brief retrospective questions

(e.g., “What were you searching for there?” or “Can you try to remember what you found difficult
about that step?”) to clarify participants’ mental models and strategies. We phrased questions in
simple language and provided ample time for task completion and screen reader use. The interviewer
minimized direct observation of the screen when it might disrupt the participant’s auditory focus,
relying primarily on the verbalized think-aloud data. All sessions were audio-recorded and later
transcribed verbatim for analysis.

3.3 Data Analysis
We employed reflexive thematic analysis following Braun and Clarke’s guidelines [7–9], foreground-
ing the researcher’s interpretive role in developing themes. The first author transcribed all audio
recordings using AssemblyAI,7 and verified portions of each transcript for correctness.

Our research questions and task design (Section 3.2.2) guided our attention to how participants
found, understood, and operated moderation controls. Within this focus, we examined participants’
actions and accounts of their assumptions, expectations, difficulties, and resolution strategies. The
first author conducted iterative, line-by-line coding of every transcript, generating 155 initial codes.
We maintained a working codebook to document the developing codes, updating it as coding
progressed. Our coding was grounded in a constructionist epistemology, i.e., we actively produced
meaning through engaging with participants and their social contexts, and mapped the diverse
ways that participants constructed their moderation experiences. We prioritized semantic codes
over latent codes. Earlier transcripts were revisited and coding was revised as our interpretations
developed. Weekly co-author discussions examined the working codebook, candidate themes, and
analytic memos to refine our interpretations.
Through iterative coding and discussion, we organized the codes into five broad analytical

themes: Discoverability (locating entry points), Navigability (moving through multi-step workflows
till the completion of task), Adaptation and Agency (workarounds, control, and customization),

7https://www.assemblyai.com
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Cognitive Load (mental effort, memory, and attention), and Expectation Mismatches (gaps between
user assumptions and interface behavior). These themes provided a starting point for interpreting
relationships across participants’ experiences as we show in the Findings section.

Following coding, we saw parallels between administrative burden [64] and the aforementioned
themes. We experimented using that as an interpretive lens to examine how learning, compliance,
and psychological costs accumulated across these experiences. This lens informed the organiza-
tion of our findings into three composite categories: Discovering and Navigating Safety Controls
(Discoverability, Navigability, and related burdens); Uncertainty in User Controls (Mismatch in
user expectations or assumptions regarding the behavior of an interface or its affordance and the
resulting issues); and Adaptation, Emotional Labor, and Perceived Agency (User adaptations and
experiences around agency to complete the safety task). We used Excel for code matrices and NVivo
for transcript annotation.

3.4 Researcher Positionality
All members of the research team are sighted, and the first author led the interview and analysis
work with the guidance of the other three. We acknowledge that this positionality influences our
approach: for instance, we may not immediately notice accessibility issues that users with BLV
experience daily. To address this, our team included advisors with expertise in BLV accessibility
and content-moderation systems. We also consulted informally with other colleagues who work
on accessibility and disability justice to review our procedures and interpretations. The second and
fourth authors are specialists in user-centered social media governance research, while the third
author is an expert in accessible technology evaluation; their prior experiences shaped our study
design. We approached our analysis reflexively, maintaining an active commitment to disability-
centered design principles by prioritizing participants’ own descriptions and framing of their
experiences and actively questioning our interpretations to ensure they faithfully represented the
participants’ perspectives.

4 Findings
Our findings reveal a pervasive pattern of accumulated design shortcomings within Facebook and
X’s moderation interfaces that impose a significant burden on users with vision loss. We frame
these results as the administrative burden of safety work—the learning, compliance, and psychological
costs people incur when they try to protect themselves online (as defined in Section 2.2).
Participants reported varying levels of familiarity with moderation controls. Eight of the 15

participants reported no prior use of reporting on their study platform, although some had used
other controls, such as muting or audience settings, and only two disclosed prior use of the blocking
or reporting. Awareness of a feature did not necessarily entail knowing how to use it: Laverne had
heard about blocking and privacy controls from her sister but did not know how to operate them,
while Shreya described herself as only “somewhat” familiar despite prior use. Participants thus
brought different levels of prior experience to individual moderation tasks.
We begin with discovery and navigation hurdles (Section 4.1), where learning costs (find-

ing/understanding entry points) and compliance costs (locating low-visibility icons, multi-step flows,
detours, restarts) accumulate. We then show how design inconsistencies (Section 4.2) undermine
participants’ expectations and add learning costs (misaligned mental models) and psychological
costs (doubt, second-guessing). Finally, we trace consequences (Section 4.3): workarounds and
rework that raise compliance costs, alongside emotional labor and diminished agency as psycho-
logical costs. Figure 8 in the Appendix shows how these costs combined for one task, reporting a
hateful post.
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4.1 Discovering and Navigating Safety Controls
Participants usually navigate digital devices with a screen reader like VoiceOver. On each screen,
Voiceover typically focuses on the first UI (user interface) element.8 Interaction relies on a sequence
of gestures: linear navigation (swiping left/right to move between elements sequentially), touch
exploration (dragging a finger to identify elements by location), and custom actions (e.g., swiping
up/down on an element to reveal context menus—akin to a long press). Effective navigation thus
depends entirely on audible cues from properly labeled elements (buttons, links, text, etc.) and a
predictable interface sequence.

Successfully using any moderation tool—the task we continually asked participants to undertake
during our sessions—unfolds in two critical stages for all users, including users with BLV. First,
users must discover the initial entry point—typically an icon or menu link that houses controls
like “Report” or “Block.” Second, they must navigate the subsequent multi-step workflow of panels
and selection screens to complete the action. A failure at either stage can render the entire feature
unusable. Accordingly, we structure our findings to follow this user journey, first examining the
barriers to discoverability and then the challenges of workflow navigability.

4.1.1. Discoverability Challenges
A recurring theme across our interviews was the difficulty participants faced in locating the initial
entry point—typically an icon or button—that would allow them to begin navigating the sequence of
options required to complete a moderation task. Considering this through the lens of administrative
burden, this immediately presented an obvious learning cost to participants. One particularly
problematic element was the small, often low contrast “ ” menu icon—commonly known as
the meatball menu9. This icon often houses crucial moderation options such as reporting a post,
blocking a user, or flagging a group based on the context it is presented in. Discoverability failures
stemmed from two main issues: counterintuitive focus order for screen reader users and poor visual
contrast of menu icons for users with low-vision.

When Jessica attempted to report an offensive Facebook post, she opened it and began methodi-
cally exploring its layout for the reporting control. VoiceOver announced other elements within
the post, such as the author, time-stamp, and Like/Comment controls, but the “More Options”
menu icon, which is the entry point for reporting, was never announced in this expected sequence
(Figure 1). “It didn’t speak it to me... I had to go out of the post to get it,” she explained. Frustrated,
she had to navigate back to the main news feed—the list of all posts—where she could access a
different context menu on the post summary that finally revealed the report function. The detour
was a compliance cost she paid before the reporting flow had begun, and her frustration was a
psychological cost.

Prompted by the sighted interviewer, who confirmed the menu icon was visually present at the
top-right of the expanded post view, Jessica returned to investigate and found that the focus order
was reversed. She found that the “More Options” menu was only accessible with VoiceOver by
swiping left from the ‘Back’ button—a counter-intuitive sequence, as screen reader users expect
right swipes to move focus forward through a screen’s layout, typically from left to right. Vasu
encountered the same anomaly, calling it “backwards from how the screen looks.” This counterin-
tuitive focus order is not unique to Facebook; accessibility research has documented widespread
focus and ordering problems in mobile applications [70]. What distinguishes this barrier in the

8VoiceOver visually indicates its current focus with a black rectangle around the focused item (as shown in Figures 1a
and 1b).
9We refer to the ubiquitous meatball menu icon, used on both Facebook and X, to group additional actions, simply as the
menu icon henceforth.
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(a) VoiceOver focuses on the “Back” button (top-left)
by default.

(b) VoiceOver moves focus to the “More options”
menu icon (top-right) after swiping left (not right)
from “Back.”

Fig. 1. Misleading focus order in Facebook’s interface

safety context is its gatekeeping effect: when the entry point to reporting is effectively hidden in
an illogical focus sequence, users cannot even begin the protective action they seek, highlighting
the exceedingly high learning and compliance costs for users with BLV.
Participants with low-vision often knew where moderation controls should be but struggled

to locate them. On X, reporting tools are placed in a pale white menu icon that blends into the
interface and does not scale with iOS text-size settings. When Shreya—who has severe myopia and
uses iOS Display Zoom (to increase text size)—was asked to report a post on X, she tapped the
upper-right corner “on muscle memory,” yet admitted: “I can’t see the dots unless I hold the phone
right up to my face... they’re not really visible, it’s like a little faded gray, not completely in your face.”
Even with Zoom-in enabled, the icon stayed small and washed-out, leading her to remark: “I think
even someone with perfect sight might miss it at first glance.” Locating the icon took her extra time
and effort, a compliance cost.

Facebook Groups presented a similar visibility problem. On iOS, the horizontalmenu icon—which
contains options like reporting—is rendered directly over the large decorative cover photo (Figure 2).
Nicole, a participant with low-vision, attempted to flag a dummy group for spam but could not
locate the icon and didn’t know where to search for it; its low-contrast design blended into the
photo and, as she put it, “just disappeared,” presenting a learning cost which precluded her ability to
engage in safety work. Nicole suggested placing the icon on a contrasting background: “put a box
around the three dots so that whatever you put up here, those three dots are in a box.” Our technical
analysis10 confirmed this was systemic: the icon failed the WCAG 2.1 non-text contrast threshold
of 3:1 in five of Facebook’s six11 default cover images. On X, the default menu icon on posts also
failed this test, but the platform’s built-in “Increase color contrast” option in the accessibility setting
rectified the issue12.

4.1.2. Workflow Navigability Challenges
Once past the initial challenge of discovering the entry point for moderation, participants faced a
second set of hurdles related to navigability. Whereas discoverability involved finding the correct
icon or button to initiate a moderation task, navigability here refers to completing the subsequent

10To assess potential low-contrast issues, we avoided relying on developer tools like Xcode’s Accessibility Inspector, which
cannot extract color values from graphical icons. Instead, we disabled True Tone and Night Shift on an iPhone 13, took
lossless PNG screenshots, and used two separate color samplers to capture both the icon’s foreground color and the
surrounding background tones behind it. We used these values to test contrast sufficiency.
11Link to the group cover photos we tested for contrast: https://figshare.com/s/6b500311ac94d1b158e3
12We provide screenshots for this here: https://figshare.com/s/4969cc7d674f2725d7a6
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Fig. 2. Representative Facebook Group cover-photo screenshots illustrating the three-dot “Group tools” menu
icon in the upper-right corner.

multi-step workflow. Challenges centered on unexpected focus order, confusing interface cues, and a
lack of progress indicators—producing learning, compliance and psychological costs based on the
instance.13

Unexpected Focus Order: VoiceOver users depend on a consistent and predictable focus order
when navigating mobile apps. Typically, when a new screen or dialog appears—such as after
selecting a menu item—VoiceOver places the initial focus on a prominent element, often the “Back”
button or the first actionable control. From this anchor point, users swipe right or left to move
linearly through the interface. In our study, participants expected this behavior within moderation
flows such as reporting a post or adjusting content settings.
These expectations often broke down in key moderation flows. We observed two types of

unexpected focus order: (i) failure to focus on new views and (ii) illogical ordering of existing UI
elements. As an example of the former, after choosing to report a post on Facebook, a panel slid up
from the bottom (Figure 3), yet VoiceOver failed to focus on it. Instead, VoiceOver focus floated
unanchored, announcing only “Dim background” when users touched the screen’s upper regions
where content is typically expected. The actual controls were at the bottom, but without cues or
automatic focus, participants were left disoriented.

Our participants struggled with this focus failure. Some mistook the “Dim background” overlay
for a real control and kept tapping it. Others realized it was inert but kept searching for the real
control on the screen. A few became completely stuck and restarted the task. Of nine Facebook
participants, eight VoiceOver users encountered this problem at least once; only Nicole, who used
amagnifier, did not. Confusion often led to self-blame before the design flaw became clear. As Samuel
reflected after frustration: “I thought it was my mistake, but it’s really the design.” These episodes,
borne of both learning costs (discovering the tools) and compliance costs (navigating through
13These costs do not necessarily arise in a fixed sequence or map directly onto particular interface barriers. The same barriers
could impose different costs on different participants, whose encounters with these barriers also varied. An illustrative flow
diagram in the Appendix (Figure 8) shows how these costs could interact and accumulate during a safety task.
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(a) In-feed “Report post” action sheet that the user
faces when they click on the “More Options” menu
icon.

(b) “Adult content” preference panel that the user
faces when trying to change the amount of recom-
mended sensitive content.

Fig. 3. Examples of pop-up panels that failed to auto-focus with VoiceOver, leaving users disoriented during
key moderation and safety tasks.

the reporting flow effectively) show how a lapse in focus transfer cascades into disorientation,
self-doubt, and repetition—an instance of the platform’s psychological cost.

Focus and navigation problems extended beyond this initial hurdle. Once participants succeeded
in latching onto the pop-up panel, the focus engine still betrayed a sight-first logic, especially
on X14: it frequently skipped the first actionable element and jumped straight to what a designer
might consider the “primary” control. The reporting wizard begins with a prompt—“Which type
of issue are you reporting?”—followed by a short help link labeled “Why are we asking this?”, as
shown in Figure 4. When Cristian clicked on that link to learn more, VoiceOver did not land at
the explanatory text; instead it leapt past the paragraph and settled on the final “Got it” button.
Cristian expressed: “Wait, I asked for the explanation and it’s already telling me ‘Got it’?...I never
heard the explanation!”

14We document the entire workflow for reporting a dummy post using VoiceOver here: https://figshare.com/s/
20940fa4b9f7d51c3ad9
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Fig. 4. X’s pop-up panels: VoiceOver focusing directly on primary controls in additional-information wizard
(left) and in a post-submission confirmation page (right).

A similar focus shortcut appeared at the end of X’s reporting flow. After Mateo submitted
a hate speech report, the confirmation screen offered follow-up actions—mute, block, or limit
notifications—stacked above an unmistakable “Done” button. VoiceOver, however, landed directly
on Done. Unaware of the additional safeguards, Mateo simply double-tapped and exited:“It said
‘Done button,’ so I pressed it...So you’re telling me there’s more options further up the page?” Mateo’s
experience illustrates what Bigham et al. [4] described as the problem of “not knowing what you
don’t know”: screen reader users cannot perceive elements the interface never announces. In safety
workflows, this manifests as missed opportunities for protection—users complete reporting flows
unaware that additional safeguards (mute, block, limit notifications) existed but were never surfaced.
Through a blend of learning and compliance costs, users with BLV miss out on critical opportunities
to fully engage with the breadth of safety tools available to them.
Focus oddities also amplified the cost of mistakes. Reporting wizards usually require several

categorical choices across different interface pages; if a user realized on page 2 that they had picked
the wrong category on page 1, there was often no reliable way back. X’s workflow, for instance,
omits a “Back” link after the first step, so changing an earlier answer meant starting the report
again, a compliance cost. Grant discovered this the hard way and had to abandon the wizard entirely:
“I tapped the wrong reason and...[tried to go back but] found no back button...had to start from scratch.”
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Even escaping the reporting wizard, once initiated, was found to be tricky on X. Many par-
ticipants sought a “Cancel” or “Close” control in the upper-left corner—mirroring standard iOS
convention—only to find the control tucked away at the upper-right on X but announced last in
the swipe order.

Collectively, these focus and navigation hiccups turn minor deviations from platform conventions
into a measurable burden: they create learning costs by obscuring where focus should land, increase
compliance costs by forcing extra swipes, detours, and restarts, and add psychological costs through
confusion and self-blame, often breaking the user’s momentum.

Redundant Cues and Hidden Confirmations: X’s reporting wizard presented a different chal-
lenge: compliance costs built through excessive verbosity coupled with a lack of audible confirmation
for selected options. When navigating the category choices while reporting a post, VoiceOver
exhibited a redundant pattern: it first read the category heading, then its descriptive sentence, and
finally repeated both the heading and description together, appending “radio button.” The layout of
the reporting wizard created three problems:

First, the wizard required users to swipe through long, repetitive blocks of text to reach the “Next”
button—a slog Cristian likened to “wading through every block before you reach ‘Next.’ ” Because the
section headings could not be skipped by VoiceOver without going into the description, participants
could not jump by headings and thus had no quick way to skip ahead. The route into the wizard
was long as well: “So it takes 10 swipes down to get to more actions,” Cristian noted, a compliance
cost users pay every time they report.

Second, compounding this slowness was a critical lack of auditory feedback. When a participant
double-tapped to select an option, the interface accepted the input but offered no audible acknowl-
edgement like “checked.” Mateo explained the resulting doubt: “I tapped while it was still explaining,
and it never said ‘checked’...so I had no idea it took my answer. You can see it though right?”. We
observe going back to check whether a selection had registered as a compliance cost, and having to
learn where the selection was shown as a learning cost.
Finally, the redundant structure of the announcement itself created confusion. After hearing

the same content spoken twice, participants sometimes mistook the repetition for a new, distinct
category. Cristian echoed this: “It read the title, the paragraph, then both together. The second time
it read it I thought it was a different category...I didn’t pay close attention to it until I went back to
the description again.” This combination of forced verbosity, missing confirmation, and confus-
ing repetition charged a significant compliance cost, and some participants found the repetition
overwhelming, a psychological cost.

Uncertain Progress: Because neither platform clearly states howmany screens lie ahead, first-time
reporters often mistook mid-flow pages for the end of the process. Frank, who performed the task
on Facebook, admitted, “If I’m a first-time user...I would just find ‘Close’ and not realize they’re asking
me [another question].” Adriana echoed this sentiment, saying she would prefer cues like “Step 1
of 3” upfront so she could gauge whether a post was “worth the effort of reporting.” X does show
a progress bar, but as a percentage; some participants failed to map “33%” to “one-third done.”
Grant thought the concept was “okay” yet suggested that question or page counts—“1 of 3”—would
be clearer. Without such cues, participants grew weary; Adriana confessed on the third page of
reporting the subcategory, “I’m annoyed...I will put my phone down [at this point] and leave it alone.”
Her frustration reflects a well-documented usability problem: interfaces that fail to communicate
progress through multi-step procedures erode user persistence [66], a psychological cost borne
of learning cost of not knowing how far along one is. The stakes, however, are not merely task
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completion but safety itself—when users abandon harassment reports mid-flow due to uncertainty,
platforms lose critical signals while users remain exposed to ongoing harm.
Despite the initial fatigue, persevering participants highlighted several positive design elements
that tempered their frustration. The workflows themselves, once located, were sometimes praised
for their clarity. Vasu called the flow “smooth” and “comprehensive” after finding it; the granularity
of options conveyed a sense of legitimacy for him. Jessica appreciated that Facebook’s wizard
“asked questions to make sure I gathered all the correct information,” which suggested reports were
taken seriously.
Crucially, clear feedback and confirmation were highly valued. Positional cues like “1 of 5” on

X’s list option items anchored users and reduced guesswork, while summarizing reporting details
just before submission and explicit spoken receipts about receiving the report—like Facebook’s
“Thanks for reporting this post. Next step..awaiting review...”—assured users like Frank that their
complaint was logged. Similarly, a simple closing line on X, “Thanks for helping make X better
for everyone,” provided a welcome sense of closure for Grant. Finally, participants applauded the
ease of access to post moderation controls, such as X’s integrated options to immediately “Mute
the person...or block them,” (Figure 5, right) which Maya saw as a considerate touch that restored
user control. These positive examples show that clear cues, granular options, and empowering
follow-up actions can significantly improve the user experience, lower administrative burdens, and
foster a sense that one’s effort can yield tangible results.

4.2 Subverting Cognitive Expectations in User Controls
Beyond challenges in discovering and navigating specific workflows, participants encountered
numerous design inconsistencies across platforms which undermined their cognitive expectations.
Crucially, this section identifies a different set of problems than those outlined above: instead of
speaking to issues in the interface itself, this section speaks to the ways that participants’ agency
was diminished through inconsistency. This inconsistency undermined participants’ cognitive
expectations of how design elements should work—expectations which have been built through
regular use of platform interfaces—creating a heavier-than-necessary burden for those with vision
loss. Some key issues were inconsistent labeling, lack of preview information, and illogical placement
and inaccessibility of controls.

Participants experienced this friction from the moment they attempted to open options menus. A
recurring theme was the inconsistent labeling of the overflow menu icon across different contexts
on Facebook. While the same “ ” icon is used universally for post, profile, and group options,
VoiceOver announced a different label in each case – i.e., “More options” on a post, “See more” on a
profile, and “Group tools” on a group page. This lack of uniformity caused confusion and extra
mental effort. Laverne captured the mental tax this imposes:

“[For profile] It says ‘see more.’ And the other one [post] was ‘more options’... And for
another... ‘group’ something...So with three completely different things [for the same icon],
you would have to get comfortable and remember at my age.”

Several participants found this especially frustrating because it imposed more uncertainty for
users with BLV compared to sighted users. Vasu defended the context-specific labels at first, but
ultimately conceded that a similarly sounding descriptive label would be far better for everyone:

“If they call it ‘Tools’ or ‘More options’ everywhere, that would have been the best... When
you [the interviewer who is sighted] see it you know immediately [that it is an option for
menu items]. It should be the same for us.”
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Other participants noted that even when they found the icon, the surrounding context did little
to signal its purpose as a menu button. As Adriana explained after swiping past the menu icon
without recognizing it, “‘See more’ doesn’t tell me anything. It just says ‘See more’. . . see more of what?”
Adriana’s confusion stems from a fundamental interaction design failure: inconsistent labeling
of functionally identical elements [67, 70]. For screen reader users, these label variations mean
relearning the entry point for every moderation action—reporting, blocking, adjusting privacy. In
contexts where rapid response to harassment matters, such friction may determine whether users
act at all.
When an action as fundamental as opening an options menu is obscured by inconsistent or

opaque labeling, users with BLV must either rely on trial-and-error exploration or abandon the
feature altogether. Such friction forces users to learn each label by trial and error, a learning cost,
and slows task completion, a compliance cost. The inconsistency also left participants feeling that
the interface was not built for people who navigate without sight, a psychological cost.

Once participants finally reached the moderation options, they still had to gamble on what each
feature (like flagging, blocking) would actually do. Neither platform previews the consequences: X
surfaces an explanation only after the button is pressed, while Facebook reveals the details only
once the action is complete. In that vacuum, everyone based their understanding of moderation
features, often incorrectly, on their mental models of similar tools they had encountered in other
contexts. For example, Laverne (63, who mostly relies on iMessage and phone calls) tried to unblock
a user on Facebook by hunting for the person’s profile15—mirroring how she would unblock a
contact on her phone—because, as she reasoned,

“I thought it’d be like blocking a number: if I block someone they can’t text me...[but] I
can still message them. I have no idea how blocking [on Facebook] works.”

Jessica carried a different assumption:
“I didn’t know you could block someone who isn’t your friend... I’d never have learned that
if we hadn’t done this task.”

Lacking immediate, task-time descriptions, participants built inconsistent mental models of Block,
Mute, and Report, discovering the truth only through trial and error—a design gap that left every
user guessing about critical safety controls.

Most participants’ first instinct when asked to “block the (fictional) hateful user” was to look for
the control right on the offending post itself: eleven of fifteen swiped through the X or Facebook
post, opened the “More options” menu, and were surprised when no ‘Block’ command appeared.
“I am seeing if there’s [a possibility to] block user from the post...I thought they would have it here,”
Patricia complained after swiping through all the options provided on the menu options in the
(fictional) hateful post before realizing she had to detour to the author’s profile. X technically offers
the affordance many wanted—a block button nested in the actions attached to every post—but
discoverability was uneven. One participant, Mateo, celebrated it as exactly what Facebook lacks: “I
love that they put the block right there...somebody got you so aggravated...block right there.” Yet others
missed the same shortcut because it sits inside a secondary submenu inside the “More actions”
menu (see Figure 5). Shreya’s first visual sweep through the post options on X produced only
silence—“Oh, there’s no option for block from the more [actions] on the post itself ”—and Cristian
concluded the feature was “a little hidden when it could be under more actions [on the post itself].”

Even more elusive than post-level shortcuts were the platform-wide settings themselves. During
tasks requiring participants to unblock a previously blocked user or to adjust sensitive content filters,
nine of fifteen participants failed to locate the controls, as they were hidden deep within sprawling

15Unblocking a person on Facebook is currently only possible by finding the exact option in the privacy settings.
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Fig. 5. On X, the “Block” feature is two layers deep: users must first open the post’s More actions menu (left)
and then expand the ambiguous @username submenu (right) before the option appears—hiding a critical
safety control along a path that offers little contextual cue for VoiceOver users.

category trees. Jamila quipped that finding them felt like “hunting for an Easter egg.” The in-app
search function, which many turned to as a last resort, offered little help by failing to interpret
user intent. For example, on Facebook, participants attempting the unblocking task searched for
“unblock” in the privacy settings search bar, which yielded no results. The correct term, “block,” was
required to find the list of blocked users. Adriana called this literal search function “stupid,” as it
could not infer her goal. The learning costs, in this case, are made paradoxically more burdensome
through the in-app search functions meant to support with just such tasks.

A parallel failure played out on X. When tasked with changing their settings to see less sensitive
material, participants entered logical search terms like “Adult content,” “Sexually explicit,” and
even “Sensitive content.” Yet the search failed to return the relevant toggle, which was filed under
the precise label “Display media that may contain sensitive content.” These rigid and ineffective
search mechanisms made platform moderation affordances feel not just hidden, but functionally
unavailable to our participants. This search failure exemplifies what Furnas et al. [26] termed
the “vocabulary problem”: users generate intent-correct search terms (“unblock,” “adult content”)
that systems fail to match against their actual labels (“block list,” “sensitive content settings”).
The consequence in safety contexts is stark—controls that exist become controls that cannot be
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found, effectively removing users’ ability to manage their protection despite the platform nominally
providing these tools.

Taken together, these uncertainties translate into a concrete burden: they create learning costs—users
must infer meanings for identically-shaped icons across contexts, act without task-time previews,
and wrestle with literal, intent-blind search—and they raise compliance costs by forcing detours
(e.g., from posts to profiles), multi-level submenu traversal, and repeated attempts (e.g., 11/15 first
looked for Block on the post; 9/15 could not locate the relevant settings). This led to guessing,
backtracking, and often abandonment of the very safety tools meant to empower users.

4.3 Adaptation, Emotional Labor, and Perceived Agency
We next turn from pragmatic and functional barriers to users’ elucidation of their problems. We
document the adaptations participants employed, the extra interaction work these entailed, and
the emotional consequences that followed. These consequences span all three costs. Workarounds
required participants to learn gestures and outside tools (learning costs), and when they worked,
they reduced the number of steps a task took. The extra interaction work raised compliance costs,
and the emotional labor and loss of agency that followed were psychological costs.

4.3.1. User Workarounds
Participants described inventive workarounds to navigate content moderation interfaces when
standard methods fell short. When users on X swiped past the menu option that reveals more
controls (including reporting), they resorted to touch exploration—sliding a finger across the screen
surface to identify and interact with elements by vocal feedback.

Cristian—a highly proficient VoiceOver user and a trainer for using assistive technology—bypassed
the elusive menu icon on X by placing his finger on a post and performing a double-tap-and-hold
gesture (Figure 6, left) (equivalent to a long press) to instantly reveal a context menu with options
including “Report Post,” a workaround he learned by himself to avoid the lengthy sequential swipes
needed otherwise. Because such non-obvious shortcuts are easily missed by novices who rely solely
on flicking through content, Cristian now teaches this technique to other blind users, framing it as
a vital strategy for uncovering hidden actions within X’s interface.

Low-vision participants demonstrated their own arsenal of adaptation strategies. Some preferred
magnifying content visually over using screen readers. For instance, Shreya (who has extremely
high myopia) relied on iOS’s Display Zoom and large text settings to enlarge posts, only toggling
VoiceOver on for certain tasks. She expressed a personal attachment to “seeing” content, trying to
remain a visual user despite her deteriorating sight. Nicole likewise used a physical 11x magnifying
glass with her phone, holding it over the screen to read fine print or interface labels. This workaround
helped her avoid the layout disruptions caused by oversized text settings. “I have to use my magnifier
all the time on my phone...it’s just habit,” Nicole admitted, acknowledging that increasing the on-
screen font to a comfortable size often made content run off the screen. For her, a handheld magnifier
provided a more predictable view of the screen layout that would otherwise be cut off or require
panning.
When social media apps proved too confusing even with previously discussed workarounds,

participants turned to virtual assistance tools like ‘Be My Eyes’16 (which connects to a volunteer
or AI who can describe the screen) or Siri. Cristian mentioned that if he ever truly got stuck, he
would take a screenshot of the mobile app layout and ask the ‘Be my AI’ feature of the ‘Be my
Eyes’ app to describe the screen for him. He also described a personal technique of using a second
finger as a physical “marker” on the screen to help track his current position while navigating

16https://www.bemyeyes.com
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Fig. 6. Workarounds adopted by Cristian while using X: Double-tap and hold brings options available haptic
actions (left) and using his middle finger as a marker for the current action line (right).

or checking other information (like notifications or time) (Figure 6, right). Cristian suggested
this highlighted the need for built-in features, like a VoiceOver “hot spot” option, to temporarily
bookmark a location on the screen and easily return to it after interruptions, reducing the mental
labor of re-orienting.
Through techniques like touch exploration, memorizing screen layouts, utilizing zoom and

magnification, or seeking human assistance, BLV users exhibited resilience and ingenuity. These
adaptations empowered participants to complete reporting and blocking tasks. However, employing
these workarounds often required extra effort, expertise, and patience—resources that not all users
have in equal measure. This personal labor compensated for design shortcomings, allowing our
participants to exert agency over content moderation actions in spite of the platforms, rather than
because of them.

4.3.2. Interaction Overload and Participant Fatigue
Even with clever strategies, the labor involved in content moderation tasks was strikingly high.
Participants frequently encountered workflows that were labyrinthine, requiring dozens of gestures
and trial-and-error attempts to accomplish what seemed like a simple goal. For instance, changing a
privacy setting or unblocking a previously blocked user could demand navigating through multiple
layers of menus, each involving sequential swipes, double-taps, and back-tracking through screens.
We observed that without using the search function to navigate directly to a setting, users might
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have to perform in the order of thirty or more discrete actions to reach a deeply nested option,
assuming that they don’t take detours, which would further exacerbate tasks.

Our participants voiced the psychological costs of these drawn-out procedures. Several described
feeling as if they were “walking in circles” through menu trees and when they found it, they “didn’t
even have an idea how they got there”. One user quipped that she had to attempt the task three
separate times initially before learning the correct path to her blocked list. During a Facebook task
to unblock a user, Samuel became so frustrated by the maze of options that he eventually asked
Siri for help, treating the problem as one big question to be answered externally. He confessed
that without an external shortcut, he felt lost in Facebook’s interface: “I don’t have knowledge of
the whole interface,” he said, after combing through Settings fruitlessly. The number of sub-menu
categories and lack of clear pointers wore him down. Describing the convoluted menu system,
Samuel joked— “...there are so many options, and more options inside them. They should [instead] call
it ‘Maze-book’ or something.”

4.3.3. Emotional labor and Perceived Lack of Agency
Beyond the practical challenges of interacting with moderation tools described in the previous
sections, participants’ experiences with reporting and moderation carried an emotional labor.
Engaging with these tools – often in the context of hateful or abusive content – sometimes provoked
anxiety, distress, and a diminished sense of agency. Several users expressed trepidation about even
initiating a report. Laverne, for example, was so wary of “doing something wrong” on Facebook
that she hesitated to try any moderation settings at all on her own profile. She had heard rumors
about users being penalized for acting in suspicious ways, which made her afraid to experiment or
make a mistake. As she put it:

“I’m afraid to just touch anything..I don’t know what I’m doing. I’ve heard people say you
can get put in Facebook prison.”

Laverne shared that she was on Facebook only to read posts from her granddaughter and was
apprehensive about losing access to the platform.

Shreya and Jamila, both of whom had confronted harassment online, described feeling disheart-
ened and even mocked by the outcome of reporting incidents. They had dutifully reported abusive
posts directed at them, only to see no visible action taken against the perpetrators. Jamila recounted
reporting several hate-filled comments on her post in a local community group, but, “usually
nothing comes of it,” she said–the toxic posts remained up, and moderators or Facebook staff often
responded with silence or a generic rationale about free speech. These experiences echo prior
findings on post-reporting grievances of sighted users [106], but they emphasize their particular
salience for this especially vulnerable population.
Moments like this imbued a sense of futility. Participants felt that they were doing their part

by courageously flagging abuse, yet the platforms did not reciprocate with adequate support or
resolution. Shreya shared that seeing rampant harassment go unchecked on X made her withdraw
from interacting altogether–“why put myself at risk of further harassment if it [X] would not back
me up?,” she reasoned.
This emotional disillusion eroded the trust that reporting mechanisms would actually help;

instead, using them sometimes felt like reopening wounds for no benefit according to some partici-
pants. In addition to the psychological burdens of fear and disappointment, many participants voiced
frustration at the false sense of agency created by these tools. Social media platforms outwardly
empower users to classify and curb harmful content, but in practice our participants often felt like
the burden of moderation was shifted onto them without real power. Participants bristled at being
forced to categorize the offense themselves. After navigating a reporting form on Facebook, Vasu
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questioned why the onus was on him to decide if something was “harassment” or “hate speech,”
asking rhetorically, “Why do I have to do it? Isn’t it their job?” Patricia felt that forcing a user to
select the precise category of abuse was asking them to “endure [the pain]...for your [platform’s]
convenience.” In her eyes, the reporting process was designed for the platform’s convenience rather
than the user’s well being. These reactions mirror prior work showing that flagging/reporting
systems conscript end-users and volunteer moderators into governance roles while platforms
provide limited follow-through or support—leaving people to shoulder moderation labor with little
feedback or remedy [15, 44, 60].
Encounters with illusory controls—such as X’s Report community link that merely redirects17

to a help article—further eroded participants’ faith that moderation tools would actually address
their concerns. Several participants suspected their submissions served mainly to refine platform’s
content curation algorithms rather than to secure personal relief. In sum, we documented our
participants’ psychological cost of this ambiguous labor: anxiety over potential backlash, discour-
agement when no feedback arrived, and anger at having to police abuse without meaningful
support. While prior work documents that reporting systems offload labor onto users [15] and
often yield no action [44, 106], our findings reveal an accessibility-specific double burden. Users
with BLV like Shreya and Jamila—who already face disproportionate harassment [40, 54]—must
first navigate unlabeled buttons and opaque workflows to file reports, then experience the same
futility sighted users face. This compounding of accessibility work and ineffective outcomes helps
explain participant withdrawal from protective actions entirely.

5 Discussion
We discuss our results through two intertwined manifestations of administrative burden in end-
user safety tasks for participants: uncertainty and labor. By uncertainty we mean lack of clarity
in situations where participants have to figure out whether safety controls exist, where they are,
and what they will do, which disrupts mental models and progress. By labor we mean the effort
users expend to make sense of a situation and reduce uncertainty so they can proceed—repeating
gestures, taking detours or restarts, and devising workarounds or seeking help. We foreground these
aspects because they recur across our data and let us trace how administrative burden’s learning,
compliance and psychological costs, detailed in section 4, interleave in practice. The subsections that
follow explicate where these costs emerge, intertwine, and cascade across steps, and we provide
suggestions to mitigate these costs.

5.1 Uncertainty: Learnability, Opacity, and Mental-Model Drift
We begin with uncertainty because, in our data, not knowing what a safety control does, where it
lives, or how the control functions persistently incurred learning costs at the outset of safety work.
These learning costs then spilled into compliance and psychological costs as people probed, back-
tracked, and second-guessed their actions. In our analysis, uncertainty surfaced at four recurrent
points that we detail below: (1) whether a control existed at all; (2) inconsistent names applied
to the same icon; (3) missing cues about how the tool will function before commitment; and (4)
vague or misleading progress cues; Together these form end-to-end transparency gaps—a mix of
semantic opacity—where inconsistent labels and intent-blind search undercut discoverability, and
procedural opacity—where users get little insight into what a control will do and only vague signals
of progress, completion, or outcome. These gaps disrupt users’ mental models and transform safety
work to precarious guesswork.

17A demonstration of this redirection is provided here: https://figshare.com/s/4be546a24b0610accde7
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(1) Existence uncertainty. Participants were often unsure whether certain safety functions were
available at all, especially for low-salience privacy and audience controls. Plain-language searches
in the ‘Settings’ menu commonly failed due to keyword-only matching and narrow indexing, so
intent-correct terms (e.g., “unblock”) did not surface the relevant capability (“block list”). This
pattern reflects the vocabulary problem—people naturally use diverse, intent-correct words that do
not match system labels—forcing incremental probing to learn whether a capability exists [26, 86].
These conditions elevate learning costs (time spent hypothesizing and trying variants), spill

into compliance costs (detours through help centers or off-app searches), and add psychological
costs (doubt and early abandonment). Accordingly, the remedy is intent-aware search: normalize
synonyms and near-misses, and surface all semantically relevant controls even when queries do
not match system labels [26, 36].

(2) Inconsistent labeling. Identical icons or entry points carried different labels across views,
e.g., “More options,” “See more,” “Group tools.” For screen-reader users, these renamings break
learned mappings, shift effort from recognition to recall [10], and increase mis-selections and extra
gestures. In practice, participants ended up re-learning labels (learning cost), and recovered from
avoidable mis-selections—this necessitated extra taps and backtracking that introduced hesitation
and slowed the reporting task (compliance cost). To address such problems, we recommend that
platforms align their web interfaces with the Web Accessibility Initiative’s principle of “Consistent
Identification” [97]. Using the same label for the same function reduces re-learning overhead
and keeps non-visual navigation predictable, echoing broader usability heuristics that emphasize
recognition over recall [10].
(3) Missing functional cues. On Facebook, the ‘Block’ control offered no foresight into what

activation would entail—and, once invoked, it provided no auditory confirmation that the action
was completed; instead, the blocked person’s profile was thereafter hidden from the participant’s
interface, with no indication that this outcome was expected. On X, the pattern was similar: neither
‘Block’ nor ‘Mute’ provided upfront descriptions of their consequences, and explanations appeared
only after completing the task, on the confirmation screen. These missing cues widen Norman’s
“Gulf of Execution”—uncertainty about whether the available action matches the user’s intent—and
“Gulf of Evaluation”—insufficient feedback to interpret the new state [67]. A straightforward fix is to
provide concise, screen-reader-exposed previews before commitment (e.g., “Blocking x hides their
replies and prevents mentions...”) and immediate, focused auditory confirmations after commitment
(e.g., “You have successfully blocked x...the profile will no longer be visible to you on the platform”),
so intent, action, and consequences align in a continuous, understandable flow.
(4) Progress ambiguity. Participants repeatedly expressed disorientation caused by unclear

workflow endpoints and ambiguous mid-task signals. For instance, the lack of a progress indicator
in the reporting wizard on Facebook led to premature exits among some participants. According
to Tversky and Kahneman’s framework of decision-making under uncertainty [89], ambiguity
amplifies perceived effort, discouraging continued engagement. Thus, ambiguous or incomplete
feedback loops in moderation interfaces directly contribute to higher attrition among users with
vision loss, intensifying their administrative burden through unnecessary cognitive labor and
interaction fatigue. Clear step structures (“Step 2 of 4”), named stages, and immediate confirmations
implement the classic visibility-of-system-status heuristic championed by the UX expert Jakob
Nielsen [35, 66].

In sum, uncertainty around labels, previews, progress, and outcomes did not merely slow down
task initiation; it eroded momentum toward completion, making later steps costlier and more fragile.
When interfaces did not resolve that uncertainty, participants compensated with work—detours, rep-
etitions, and restarts—to keep going. The next subsection examines this labor and its characteristic
accumulation patterns.
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5.2 Labor: Inequitable Interaction Work
Our data show that participants incurred substantial compliance costs—the time and effort spent on
tedious chores required to execute safety tasks—accumulating through two recurrent mechanisms.
First, carry-over costs: when the first step was unclear or hard to reach, extra work cascaded into
later steps. Second, restart costs: when obvious cues to continue or exit (“Back” or “Cancel” buttons)
weren’t readily accessible, or when VoiceOver did not focus on any element or focused on the wrong
control, people often had to quit their flow and start over. While these mechanisms co-occurred
with learning costs (e.g., locating or interpreting controls), our emphasis here is on how interaction
work itself accumulated and exacerbated psychological spillovers (hesitation, self-doubt, fatigue).

Carry-over costs. When the entry point is hard to find or ambiguous, the extra work does not
end with discovery; it propagates. Participants who could not reach a reliable entry (e.g., menu items
skipped in linear focus order, icons requiring magnification and panning for people with low-vision)
accumulated more exploratory gestures upfront and faced longer downstream sequences to reach
the same endpoint. The result is a shift from a short, linear path to a branching search-and-verify
routine that invites more compliance cost in the form of attention and time.

Even after discovering the correct startingmenu icon, safety controls are buried deepwithinmenu
trees, and progress requires long chains of micro-actions that redirect attention from judgment
to wayfinding. Even on the correct path, reaching a single control can take dozens of gestures
without search. Unskippable panels and verbose wizards exacerbate the interaction effort required
to complete the task. This amount of work turns routine execution into accumulating compliance
costs while draining users’ psychological reserves, resulting in fatigue, frustration and attrition.

Restart costs appeared when participants lost their place or the system offered no path backward.
On X, the category selection wizard offers no “Back” control, so changing an earlier answer
meant restarting the task. Loss of automatic VoiceOver focus, unintuitive placement of ‘Back’
and ‘Cancel’ buttons in the navigation sequence, and ambiguous progress indicators repeatedly
forced participants into abandoning their progress and restarting the task. Restarts are not a single
penalty: they erase context, invalidate partial progress, and multiply opportunities for new errors
on re-entry. In time-sensitive scenarios (e.g., escalating harassment), these resets translate into
missed opportunities for timely intervention, and erode users’ willingness to continue reporting,
increasing drop-offs.

We read the extra work described above as labor extracted from users to keep safety flows moving.
Terranova’s notion of free labor [87] clarifies how platforms benefit from users’ enforcement inputs
(reports, blocks, classifications) through unpaid work. The burden of this labor is exacerbated
for those navigating these controls through inaccessible channels, thus creating an inequitable
distribution of the everday burden of staying safe online [87]. Read together—and situated within
the administrative burden of safety work—these frames clarify who pays for the surplus work, why
it is inequitable, and how this free labor is unaligned with design-justice commitments to distribute
benefits and burdens fairly [14].
Participants also questioned the fairness [59, 91] of shouldering governance work: not only

executing a flow but translating lived harms into platform taxonomies, interpreting policy language,
supplying evidence (e.g., screenshots, timestamps), and then tracking outcomes across scattered
surfaces. This aligns with critiques that flagging shifts governance work onto users, who must
shoulder the labor of complaint [15]. In practice, this translates into point-of-use “paperwork”:
users must select categories that may not match lived harm, justify choices without previews of
consequences, and then monitor opaque channels for outcomes—administrative steps that grow
when platform-side redress infrastructure is weak. While prior work notes that much of the burden
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of staying safe online still falls on users themselves [48, 100], our findings show that this burden
significantly exacerbates for users with low vision.

5.3 Implications
To mitigate this inequitable labor, we offer implications for different stakeholders.

1. Legislators. Accessible online safety tools require enforceable accessibility obligations. Our
analysis found that Facebook’s menu icon fell below the WCAG 3:1 contrast benchmark on five
of six default group cover images, as did X’s post-menu icon in its default configuration. Several
jurisdictions, including the EU, require digital services to meet accessibility standards based on
WCAG. In the EU, this benchmark is incorporated into EN 301 549 [19]. Whether these failures also
constitute legal violations depends on the applicable obligations: the European Accessibility Act
covers specified services, including e-commerce and electronic communications [21]. Our findings
illustrate the stakes of the European Disability Forum’s warning about the EU’s Digital Services
Act (DSA), which governs online platforms, that “the mechanisms to flag hate speech or illegal goods
will only be accessible depending on the good will of the digital services providers” [20]. The final DSA
addresses accessibility for persons with disabilities through codes of conduct (Article 47), which it
frames as voluntary (Article 45(1)) [22]. We therefore recommend that legislators explicitly require
accessible reporting mechanisms, with enforceable criteria covering the visibility and screen-reader
accessibility of entry points, navigation through reporting forms, and submission feedback. Our
study contributes to a strong line of research on the disproportionate safety risks that users with
disabilities face online [40, 41, 54, 56], and serves as further evidence that they do not have equitable
access to the tools meant to empower them.

Given that this study is situated in the U.S. context, the Americans with Disabilities Act (ADA) is
also worth invoking when considering legal accountability. Although there have not been uniform
technical accessibility standards forwarded by the U.S. Department of Justice, websites and mobile
applications of “public accommodations” (i.e., businesses that supply goods and services to the
public) must be accessible to users with disabilities under Title III of the ADA.While the applicability
of this rule for entities without brick-and-mortar storefronts is contested, practitioners writing in
the American Bar Association’s Business Law Today advise that all sites and apps comply to avoid
litigation [79]. We would argue that there is a very real way in which the lapses in the accessibility
of safety tools outlined in this study are, in effect, undercutting the digital accessibility rights
of users with BLV and ultimately making them less safe than their sighted counterparts online.
For that reason, frameworks such as the ADA could potentially be invoked to force the hand of
platforms in attending to these concerns.

2. Interface designers. Platform designers must shift from a sighted-default paradigm toward
proactive and ability-centered design [101]. Proactively surfacing moderation controls with adequate
context directly on posts can substantially reduce navigational complexity. Clear and intuitive
navigation structures, correct focus placements for the screen reader, and readily accessible ‘Back’
and ‘Cancel’ options are essential for streamlining interactions and preventing unnecessary detours.
For low-vision users, controls must also remain visually distinguishable across backgrounds. One
participant, Nicole, suggested placing a contrasting box behind the menu icon to keep it visible
over group cover photos. Building on this suggestion, platforms could provide a solid contrasting
background or adapt icon colors to maintain sufficient contrast as the background changes.
Recent research [24, 92] suggests how LLMs are increasing user accessibility across different

social media platforms. Our line of work can be mutually informative with this research: while LLMs
help resolve accessibility breakdowns with higher efficiency, our approach identifies scenarios and
contexts of the administrative burden therein. Although LLMs present a great opportunity to bridge
the social-technical gaps [2] experienced by users with BLV, designers should take care to integrate
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LLM capabilities in digital platforms in ways that do not further exacerbate the administrative
burdens of using them.

3. Platform policymakers. Platforms have a clear responsibility to rectify this issue, particularly
as they are electing to increasingly push safety work onto users. They must fundamentally change
their design processes to embrace participatory design methods that meaningfully involve users
with vision-related disabilities at every stage of development. This participation would ensure
that critical accessibility issues are identified and resolved before becoming entrenched in the
infrastructure. In line with the disability rights principle “Nothing About Us Without Us” [14],
this means compensating contributors with disability for their expertise and incorporating them
as co-designers and decision-makers. Doing so moves responsibility for accessibility upstream,
reduces the accumulating administrative burden of safety work, and establishes clearer lines
of accountability. These structural commitments—surfacing controls with context, streamlining
navigation, and involving disabled users in design—address administrative burden at its source by
reducing learning costs (clearer discovery), compliance costs (fewer steps), and psychological costs
(greater confidence and agency).

4. Users. Finally, users share stakeholder interest in this problem, as they have the power to
create opportunities for inclusive community knowledge-building. Users with vision loss are a
particularly powerful support in this context, as they can provide tutorials and other forms of col-
laborative information-sharing for those with similar disabilities. Research has shown particularly
promising results on how blind people can collaborate with a diverse group of people (blind and/or
sighted people) to address accessibility barriers [56]. Sighted users, too, hold a critical place in this
opportunity for community-building. They can, at baseline, be vocal advocates for inclusive design
principles in social media spaces, but they can also work to promote and cultivate a more supportive
online environment for those who experience moderation breakdowns. Such peer support should
complement, not replace, platform responsibility; otherwise it adds to the free labor we describe in
Section 5.2.

5.4 Limitations
While this study provides in-depth qualitative insights into the experiences of blind and low-vision
users with content moderation tools on two major social media platforms, we acknowledge certain
limitations inherent in our research design and scope. Our investigation, primarily focused on spe-
cific user-enacted moderation tasks within Facebook and X, does not represent an exhaustive audit
of all accessibility and usability issues across every moderation feature or all social media platforms.
The tasks themselves, designed to cover a range of moderation functionalities such as reporting,
blocking, and adjusting privacy settings, prompted engagement with tools that participants might
not frequently or ever use in their daily routines, potentially not fully capturing organic interaction
patterns or motivations. Similarly, our text-based placeholders supported examining reporting
workflows through task completion but did not capture the perceptual, contextual, and emotional
demands of interpreting in situ harmful multimedia content, which may also influence reporting
decisions and navigation. However, we note that the ready usability of such tools becomes critical
amid safety concerns, and therefore, tool designs must especially accommodate first-time users.
The findings reflect a snapshot in time, capturing the state of these platforms, their respective

app versions, operating system configurations, and device models encountered during the period
of data collection. Given the highly dynamic nature of these digital environments, where interfaces
are frequently updated and A/B testing is common, some observed issues may have since been
altered, and indeed, we noted instances where specific challenges were not uniformly replicable
across researchers’ own devices or every participant’s encounter. Our primary methodological aim
was to highlight the patterns our participants faced and identify systemic barriers during these
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tasks, recognizing that individual encounters with these issues varied due to differences in personal
assistive technology proficiency, adaptive strategies, and the aforementioned platform dynamism.
However, our documentation of such systemic barriers, despite the wide popularity and age of both
platforms suggests a long-standing, industry-wide apathy toward accessibility concerns.

6 Conclusion
This study demonstrates how the design of moderation tools on major social media platforms
places an unfair burden of safety labor on users with vision impairments. In order to achieve more
equitable access to content moderation work flows, and to better protect marginalized groups
online, an array of stakeholders should take these findings seriously: legislators, interface designers,
platform policymakers, and users among them.

In all, rectifying the problem of inaccessible safety work goes beyond technical fixes. It requires a
genuine commitment to enacting procedural fairness in design across stakeholder groups to make
online safety achievable for everyone—not just sighted users.
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A Appendix: Supplementary Materials
A.1 Interview Protocol
Preparation
(1) Set up the Environment:

• Communicate to the participant (before setting up the interview) that they should use a
mobile device/desktop they are most accustomed to and a screen reader of their choice.

• Log in to the social media platform for testing, based on the user’s preference (Twitter or
Facebook). Use already set-up credentials for logging in.

• Ensure recording devices are ready for audio interactions.
• Have consent forms and information sheets ready for participants.

Introduction
(1) Welcome and Consent:

• Greet the participant, and thank them for their participation.
• Explain the purpose of the study and how their input will contribute to our research on
improving social media accessibility. Also, explain to them what content moderation means,
and the distinction between platform moderation and user-enacted moderation.

• Obtain informed consent (if you haven’t already sent it ahead of time), ensuring the
participant understands their rights and the confidentiality of their responses.

(2) Overview of the Study:
• Provide a brief overview of the study’s structure, including the think-aloud protocol.
• Explain that they will perform specific social media tasks using their screen reader, focusing
on flagging and self-moderation tools.
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Can't find
the initial
control
(menu icon)

The option to report is not
immediately on the post or in
the feed row where people
looked first, so they hunt
across the screen L

The menu icon is never
announced in the expected
swipe order and sits before
the ‘Back’ button, so users
who treat ‘Back’ as the
starting point never reach it
and resort to tapping around
L C

The icon's announced name
says nothing about what it is
or contains, so some users
swiped past it without
recognizing it L

The menu icon is low-contrast
and does not correspondingly
grow larger by increasing text
size, so it took users time and
effort to locate and click on it
C

Can't get
into the
reporting
wizard or
back out

VoiceOver focuses on the
final button instead of the first
line of text in the reporting
wizard, causing confusion
and making users reset the
position of their focus C P

The pop-up to enter the
reporting wizard never takes
focus, so VoiceOver only says
“Dim background”; users try to
work out why no control is
reachable, some restart the
task, and some blame
themselves L C P

The wizard has no ‘Back’
button, so a user who needs
to change an earlier answer
must start the report again
C

Problems
while
proceeding
through the
reporting
wizard

A radio button in the wizard is
selected without any
announcement, so the user
starts checking from the
beginning to verify what
happened C

Every option in X's reporting
list is announced twice and
some took this for two distinct
options; with no way to skip
ahead, they heard every
option to the end and some
found it overwhelming
C P

Sometimes an intentional
selection is also not
announced, so the user must
verify it again and learn
where the selection is
indicated L C

The report categories are hard
to tell apart and for some
none of them fit the content,
which participants found
confusing L P

There is no quick action to
report, so users swipe past
ten items to complete the
reporting task each time C

No progress indicator is
shown, so users cannot tell
how far along they are or if it
is worth finishing; some
leave mid task from fatigue
and others tap around
looking for one L P

Unsure if
they
completed
the task

On the last page some users
assumed the report was
done and left without clicking
‘Submit’, since there was no
explicit instruction to click it
C

Clicking ‘Submit’ after all that
work produces no announced
acknowledgment, leaving
users anxious about whether
the report was recorded or
their effort wasted P

Because no acknowledgment
is given, users search for
confirmation that the report
went through, and for a menu
where previous reports
might be listed L C

Fig. 8. How administrative burden accumulates across Task 1: reporting a hateful post. We organize the
overarching issues into different themes. For each theme, we describe the prominent issues users faced across
both Facebook and X and the letters in the small circles mark the administrative burden of safety work it
imposes, learning (L), compliance (C) and psychological (P).
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• Explain that you will be using a test account for this session. This is done to give participants
greater flexibility with how they interact during the sessions. Their activities during this
session will have no effect on their own social media accounts.
– “We use dummy test accounts with placeholder text purporting to contain misinformation
and other kinds of representative social harms instead of having actual misinformation
content.”

(3) Training Session:
• Briefly train the participants on the think-aloud method if they are unfamiliar. Encourage
them to verbalize their thoughts, decisions, and difficulties through an example.
– “Go through the posts on this feed one at a time. Realize who sent it and acknowledge
the content of the post. Verbalize all your thoughts aloud as you go through the different
messages.”

Task 1: Initial Exploration and Discoverability
Engage user (warm-up):
• How often do you use [platform name]?
• What purposes do you use it for?
• What groups/[Community spaces] are you a part of? What kinds of messages do you see on
it?

• How long have you been using it?
• Are you well aware of the different features of the platform you can use to protect yourself
from harmful people or messages? Can you name a few?

• Have you ever used [tools mentioned in the previous response] and what were the circum-
stances that motivated you to use it?

Task Prompt:
• “Imagine you are Jenny Chang and this is your Twitter [or Facebook] feed, and you don’t
know the person Marcus Chang. There are some posts that purport to contain hateful speech
or misinformation through placeholder text. Scroll through the media feed and when you
see something disturbing, report it. Please describe out loud everything you are doing and
experiencing as you work through the process.”

Task: Navigation
(1) So, you’ve decided you want to report a post. What icons/texts do you think you can use to

initiate the reporting process? How do you feel about the placement of these icons? How
could this be designed better?

(2) What did you understand happened after you clicked on the report icon/button? Is it clear
how you are expected to proceed?

(3) What did you think of the use of multiple steps within this flagging interface? Was anything
confusing? How could this interface be made more accessible for visually impaired users
who are new to the platform?

Task 2: Feedback and Flexibility
Task Prompt: (For the already flagged piece previously)
• “How clear was the feedback you received after flagging the content? Is any information
missing? Were you able to understand the outcomes of your actions? What additional
information would you have liked to see about how platforms would review your flag?
How could this have been designed better?”
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Follow-up Prompt (for Task 1):

• “What made you choose [specific option they chose]? Did you knowwhat you were going for?
Were you aware of the existing categories or were you exploring the options for flagging?”

Task 3: Consistency and Shortcuts
Task Prompt:

• “Check if there is any hateful post made inside a community [group on Facebook] and try to
report that community. Describe each step you take. Verbalize all your thoughts aloud.”

Follow-up Prompt:

• Retrospective Verbal Protocol: “Did you notice any consistency issues in the placement of
flagging features across different sections? Do you have any specific suggestions or feedback?”

Task 4: Blocking
Task Prompt:

(1) “Block the user who has posted harassing content so they won’t be able to reach you again.
Describe each step and any obstacles you face. Verbalize all your thoughts aloud.”

(2) What do you think of the information platforms gave after you finished blocking?

Follow-up Prompt:

• How difficult was it to figure out which steps to take to go to the privacy settings page? How
could these settings be made more easily discoverable and navigable?

• “How accessible and easy were the privacy settings to adjust? What challenges did you
encounter while blocking a user?”

Task 5: Messaging/Privacy Settings and Unblocking
Task Prompt:

(1) Navigate to the settings and adjust who can see your posts. This functionality is available
on X [Facebook]. Describe each step and any obstacles you face. Verbalize all your thoughts
aloud.

(2) “Adjust your account settings to prevent receiving messages from non-friends.”
(3) “Then attempt to unblock a user you previously blocked. Describe the process and any issues

you encounter.”

Follow-up Prompt:

• How difficult was it to figure out which steps to take to arrive at the message settings page?
How could these settings be made more easily discoverable and navigable?

• “What was it like to adjust the messaging settings?”
• “How flexible and accessible was the unblocking process?”

Task 6: Sensitive Content Settings
Task Prompt:

• “Did you see a post on this feed which was political? Suppose this was suggested by the
algorithm. Can you see if there is a way to navigate to content settings and toggle them on
or off to see less political or sensitive content? Describe each step and any difficulties you
encounter (if not already previously answered).”
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Follow-up Prompt:
• “How discoverable and navigable were the sensitive content settings? How easy was it to
use the word filters to block specific content?”

Task 7: Gathering User Feedback
Task Prompt:
• “Reflect on your experiencewith the self-moderation tools we explored today. If you encounter
something inappropriate during your social media use, what features, if any, would you use?
Why? What improvements would you suggest?”

Closing
(1) Thank the participants for their time and valuable input.
(2) Provide information on the next steps, including how the data will be used and when they

can expect any follow-up communication.
(3) If applicable, provide any compensation or incentives promised to the participant.
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